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The XSTM project started early 2006 with the
goal of making distributed applications easier
to write, scale and maintain. The proposed
programming model makes it is easy to get
started. You can modify one of our samples to
specify the objects to be replicated, and you
end up with your own working distributed
application.

This book will help you go further and take
full advantage of XSTM to build fast and
robust solutions, whether you want to build an
Ajax web site, a Smart Client or make your
application scale over a cluster. We will go
through each of the important notions: what it
means to replicate objects between machines,
how much it can simplify your architecture,
how to use transactions to modify objects in a
clean and atomic way, and much more.

| hope you will enjoy reading this book and

think of lots of cool ways to make this useful
to you.

Cyprien NOEL
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Introduction

What a great time to be a computer science
enthusiast or professional! Managed runtimes
like the Java Virtual Machine and the .NET
CLR simplified a lot software development
and acknowledged Object Oriented
Programming as a new low level foundation.
Developers seem to make good use of all this
new productivity if we judge by the number of
new languages and technologies in recent
years.

Distributed programming is also changing for
the better, with more interoperability, the
commoditization of advanced technologies like
peer to peer communications, better clustering
technologies, easier identity management and
lots of other developments. In this book we
will have a look at a technology that could
greatly simplify the development of some
distributed applications, and help the architects
who must make them robust and scalable.

XSTM works on Java, .NET and GWT and
enables a powerful and easy programming



model for communication, on any of the three
platforms and also between them.

Oh no, not another communication
framework!

Distributed application development is a large
field of computer science, and to introduce
XSTM let’s first see how it relates to other
technologies.

Distributed technologies are organized in
layers: very broadly, we can draw the various
networking technologies at the bottom,
message based APIs which are a little more
abstract above, and remote method invocation
frameworks on the top. Remote invocation is
the ability to execute methods exposed by a
remote machine.

Invoking a method on a remote Web Service
for example involves going through those three
layers by intercepting the method call, usually
by using an object representing the service,
generating the corresponding message and
sending it through a network. The result of the



execution of the method is then sent back to
the caller.

Remote invocation is a widely used
abstraction. Web Services, .NET Remoting or
the more recent Windows Communication
Foundation, Java EJB, or the venerable
CORBA all enable sophisticated forms of
remote invocation. The Service Oriented
Architecture recommends systems to expose
their functionalities through services on which
methods can be called.

Message Oriented Middleware, Enterprise
Service Bus or Message Brokers can be used
underneath for messages communication.

Some other technologies have more specific
purposes, like Grids, which are related to the
management of tasks across multiple
machines, or distributed systems monitoring,
like IMX. They usually build on top of the
previous layers, but do not provide a different
programming model. They also rely on remote
invocations or message passing.



XSTM tries to make distributed applications
benefit from another field of distributed
programming: replication of data. So it should
instead be compared to technologies like
databases, which have been providing
synchronization and replication of data
between machines for a long time. File
replication and caching distributed file systems
are other forms of widely used data replication.
Modifications made to files and folders are
propagated to copies on other file systems.

XSTM replicates data in memory. It is closer
to technologies like Terracotta and JBoss
Cache which can replicate data between
machines of a cluster. More specifically, it
replicates objects of object oriented execution
environments like the Java Virtual Machine or
the NET CLR.

Why Object Replication?

By distributed application, we mean any kind
of applications where multiple processes have
to cooperate. Let’s take a typical client-server
application like a .NET or Java user interface



for a server, or even a modern web application.
More and more web applications run complex
code client side. They are written in
JavasScript, or over runtimes like GWT, Flex or
Silverlight, and they look more and more like
fully fledged client applications.

In all those configurations, data is transformed
multiple times between the server’s database
and the screen of the end user. The server
generally maps data from its database’s tables
to objects. This mapping can be skipped by
using containers like .NET Datasets, but
business logic is easier for a developer to write
when data is represented as objects.

Clients access this data by calling methods on
the server, e.g.

getUser(String name) : User

Other methods can be called to update or insert
new data. Some applications prefer to
manipulate directly the messages moving
between machines instead of abstracting them
as method invocations, e.g.
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send new UserRequest(name)
wait for response...
get user from response : User

Client side, this User will also probably be
manipulated as an object, represented and
updated by the visual controls of the
application. The objects which are created or
updated client side must be sent back to the
server.

Technologies are developed to simplify the
binding between the database tables and the
objects server side. Hibernate, or the Microsoft
Entity Data Model automatize this mapping.
On the client side, other technologies provide
binding between the visual controls and the
objects client side. Windows Presentation
Framework for example does bidirectional
binding: it updates the Ul when an object
changes, and updates the objects when the user
edits a control.

What is missing in this architecture is the
synchronization between the client and the
server. This leads to the following difficulties
when writing a distributed application:



e The developer must manually ensure data

consistency. When an object changes on
one machine, others must be notified by
calling a method or sending a message.
This can become very complicated if
conflicts can occur between updates
made by different users. Ad-hoc
mechanisms must often be designed for
each application. Even more complex
scenarios like exceptions occurring in the
middle of an object update are usually
simply ignored. Objects are left in
inconsistent states and lead the
application to crash randomly at some
point later on.

The number of methods the server has to
expose to its clients grows rapidly when
the application become complex. This
becomes particularly true when the
application needs to be optimized for
performance. Instead of one method for
each object that can be changed, it might
become necessary to write methods that
update only specific parts of an object.
This prevents the whole object to be sent
each time only a small part of it changes,
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but the complexity of the application can
quickly become unmanageable.

Those issues loose the developer in
unnecessary complexity. Functionally, what he
wants to do is to update data. The details of the
synchronization of the various representations
of it down to the database should not be so
much visible.

Object replication is the missing link between
the client and the server so that in
collaboration with other binding and validation
technologies, an update to a visual control can
be propagated to the server and its database
automatically. The same remarks could be
made for clustered and peer to peer
applications.

Object Replication Overview

Let’s again consider a scenario with two
processes. When using XSTM, those processes
would be called Sites. A Site is where an
instance of a replicated object stands. The goal
IS to maintain on each site an identical graph of
objects. If a field of an object is modified, it



must be modified on the other side. To define
which objects must be replicated and which
ones are local, XSTM allows you to define
Shares. A Share is a set of objects which
define the boundary of the replicated graph.

Process A Process B

If an object is in the share, modifications done
to it are replicated on the other site, if it is not
in the share, they are not replicated. Those
modifications are detected by adding code in
the setters of the replicated objects. If an object
has a method called setName(String name),
code will be generated by XSTM in the
method to send the name to the remote site at
the same time the modification is applied to
the field of the local object. We will see this
process later.
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The Current State of Object
Replication

In memory replication is not widespread today,
but recently it has been gaining more and more
attention in the software development industry.
This interest is due to the growing number of
applications which are adapted or written from
the ground up to run on clusters of machines.
In lots of scenarios, a cluster can provide a
better performance at the cost of a monolithic
server, and can scale to very large sizes. In
memory replication is useful to clusters for
several reasons:

e Most applications running on a cluster
must be able to move some of the
processing between machines, either for
load balancing or to handle hardware
failures. Replicating data can simplify a
lot those scenarios as machines in the
cluster are always ready to replace each
other.

e The falling price of memory. It is
possible today to store gigabytes of data



in memory on a cheap server, and data
replication is a good way to manage this
data on a cluster of servers. It solves a
big challenge with this scenario which is
to maintain a coherent view of the data
across the cluster. XSTM allows the data
to be partitioned on groups of machines
to replicate data on subsets of a large
cluster.

When the cluster must scale, the database
frequently becomes the bottleneck, and
clustering the database itself to handle
more requests is usually complex and
often does not yield lots of results. In
memory data replication can help take
load off the database by managing state
that does not need to be persisted, like
session information in a web farm.
Updating in memory data across a cluster
can be much faster and scalable than
updating a database.

In some scenarios, replicating data across
a cluster equipped with adequate
Uninterruptible Power Supply systems
can make in memory data reliable
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enough to delay or even completely
avoid disk persistence.

Object replication is still a little “rocket
science” today, but things are quickly
improving in the clustering side.

XSTM brings unique features as we will see in
following chapters, and its ability to work on
various topologies like client-server is very
useful in a lot of other scenarios like Web
applications and Smart Clients.

The Difficulty with Object
Replication is the API

How to present to the developer a coherent and
simple programming model to use object
replication? Here are some of the challenges:

e Simplicity requires that objects appear as
normal Java or .NET objects.

e When an update is done to an object, it
takes some time to be acknowledged by
the remote sites. Either the program waits



for the replication to finish before it
continues, or it has to deal with the fact
that the share is temporarily inconsistent.

e When updating the fields of an object,
the developer has to handle the case
where the replication fails. In this case,
he might want the modifications to be
cancelled and the local object to return to
its previous state.

e If two objects are modified concurrently,
the conflict must be handled to prevent
inconsistencies. One of the modifications
can for example be cancelled.

e Itis not always efficient to replicate each
field update one by one though the
network. For performance reasons it is
better to do a kind of “grouping” of
modifications together, and to send them
in the same network message.

Some of those problems look very close to
concurrency problems. When two threads
access the same field in a multithreaded
application, you get similar issues.
Inconsistencies can happen in the data as it is
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seen be one of the threads. Threads might have
to wait for other ones to finish some tasks
etc... So let’s take some time to talk about
concurrency.

Today those problems are managed using
primitives like locks. For object replication in
a distributed application, the equivalent of a
lock would be to have a thread calling a
method on a remote machine to notify it is
about to update an object to prevent other
machines from updating it, doing the update,
and releasing the object.

Using locks correctly can be very complicated.
It is always a deal between performance and
complexity. Either you take locks on big
chunks of data and you get low concurrency
and performance, or you use a finer granularity
and as good as you can be you generally get it
wrong!

There is a lot of work being done in the
industry to make concurrency easier.
Languages like Erlang, new primitives like
Joins, libraries like the Concurrency and
Coordination Runtime, programming



techniques using message passing or
functional programming are all created or
revisited in an attempt to manage concurrency.
One of the most promising technologies is
Software Transactional Memories (STM).

Software Transactional Memories

Before being a data replication tool, XSTM is
a Software Transactional Memory (STM)
implemented in Java. It is possible to use
XSTM on a single machine as a STM, without
taking advantage of its replication features. A
transactional memory, hardware or software, is
a technology aimed at simplifying concurrent
programming and making software more
robust. There are a growing number of
implementations of STM in various languages.

The idea is to use transactions when modifying
objects in memory. Instead of using locks to
serialize access to objects, the updates are done
concurrently in the context of transactions. To
apprehend the benefits, think of threads as
being developers. Today’s concurrent
programs are like a team of developers
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working without source control. They would
need to cooperate continuously to not write to
the same files at the same time. In a program,
each thread must take care of not modifying a
variable used by another one. With source
control, each developer can work on his own
private view of the source code, and merge it
to the shared view all at once, and only when
he has a consistent view.

Transactional memories enable this model for
objects in memory. Each transaction has an
isolated view of the objects it manipulates. The
instances of the objects are the same for each
transaction to have object equality, but using
various mechanisms like thread specific values
(ThreadLocal in Java or ThreadStatic in
NET), each transaction can see a different
value for the same field. Like the developer,
when a transaction is done working with its
private version of the objects, it can merge
them to the shared view. The modifications it
has made become visible to others.

This merge can be made impossible if another
transaction has modified the same object fields
concurrently. This creates a conflict, which



must be resolved, e.g. by aborting one of the
transactions and make it restart from the
beginning.

Modifying memory using transactions solves a
whole range of problems for the developer. In
the same way garbage collection simplifies
memory management, transactional memory
simplifies concurrency, as we will detail later,
and make some applications more robust.

Transactions are well known in the database
community. Database transactions are said to
show a set of properties called ACID:
Atomicity, Consistency, Isolation and
Durability.

Atomicity

Atomic updates means that data appear to
change all at once or not at all if the
transaction fails. For databases, it means that
commands are all done or none is done. It is
the same for the fields of an in memory objects
in an STM. If a transaction fails, the values of
the fields of modified objects must be left as
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they were before the start of the transaction,
and not half updated. In our implementation,
modifications done to objects are stored in the
transaction itself. If it fails, they are simply not
applied on the objects. We will see this in
detail later.

Consistency

A database can have consistency rules, like the
fact that some columns cannot contain null
rows. A transaction cannot update the data in a
way that break those rules, it would be aborted.
In a STM, it might be imaginable to define
rules and check that every transaction commit
conforms to them. At the time this book has
been written nothing has been done about this
in XSTM. There is no reason however a rules
engine or any other way to enforce rules could
not be used with XSTM. Object replication
would then make it possible to validate data on
all machines of a distributed application from a
unique rules engine.



Isolation

The set of commands executed in a database
transaction can be written without considering
other transactions sent to the database. It is the
database responsibility to isolate each
transaction from each other so they do not see
partially updated data or other inconsistencies.
It is usually done using locks on rows or
tables.

Here is an example of inconsistency that must
be prevented by isolation: A database stores a
bank account holding an amount of 1000$.
Two transactions concurrently adds 100$ to
this account. Without isolation, each of them
will read 1000$, compute the new total of
1100$, and update the row with new value.
The row will be updated twice but end up with
to the wrong amount of 1100$. With isolation,
the second transaction will have either to wait
for the first one to end before being allowed to
read the row, or to restart from the beginning
using the new total of 1100$.

Isolation is costly in terms of performance. If
the database does not support data versioning,
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perfect isolation would require duplicating all
the data at the beginning of each transaction!
Databases use other mechanisms like
managing concurrent versions of the same
data, but they still have a cost. That is why
databases provide a way to choose a level of
isolation. Each implementation has its
specificities, but generally it goes from
Uncommitted Read to Repeatable Read.

Uncommitted Read is a very low level of
isolation. Transactions can get different values
if they read several times the same row, and
they can see data written by transactions that
have not yet committed, i.e. data that could be
rolled back. Repeatable Read is a higher level.
It prevents a transaction to see changes in the
data it has already read and to see data written
by uncommitted transactions.

Some vendors provide higher levels of
isolation like Snapshot, where data read by a
transaction appears like it was when the
transaction started. At the time of commit,
some vendors’ databases do not verify if the
data read by the transaction has changed, so it
can still lead to the inconsistencies seen before



with the bank accounts example. The highest
level is Serializable, which is total isolation.
Of course those advanced isolation levels have
performance implications.

XSTM uses Serializable isolation so
transactions are fully isolated during their
execution. At the time this book is written,
transactions can still see changes committed by
others, but they are aborted if the data they
have read has been modified. This should be
fixed in a future version. This process will be
detailed later.

Durability

The effects of database transactions must be
persistent, which usually means that data must
be written to disks. Some cluster hardware
configurations can make in-memory data as
resilient as if it was on a disk. Data must be
replicated to handle hardware failures and
power must not be lost on all machines at the
same time. This means that durability can also
be achieved using XSTM, but it is more
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difficult than Atomicity and Isolation which
are provided by default.

XSTM as a Software Transactional
Memory

Some STM implementations propose to make
the whole memory of your program
transactional, for example by integrating those
concepts in the compiler. We have chosen a
model which is less intrusive. XSTM is
delivered as a Java library or a .NET assembly,
so that you can integrate it to an existing
application progressively. It is possible for
example to convert one part of your
application’s object model to make it
transactional, while letting other parts
untouched.

Our implementation deliberately uses no
“magic”’: we do not modify byte code at
runtime, or rely on JVM or CLR modifications
or compiler support. XSTM only uses standard
classes and all operations are explicit.
Transactions must be started by calling
‘startTransaction()’, and are represented by a



Transaction instance. They can be suspended,
resumed, which allows long running
transactions and the ability to move them
between threads. A thread can do some
operations in the context of a transaction, and
then switch to another one, in the same way a
developer switches to another branch when
using a source control solution.

When using our implementation, the user must
first specify his object model to a generator.
This generator writes classes whose getters and
setters can use data stored in the current
transaction.

The object model can be specified to the
generator using code. E.g. this generates a
class ‘Structure’ with a field ‘“Text’ of type
String:

Generator generator =
new Generator ( )

Structure simple =
generator.createStructure ( ) ;

simple.addField (
new Field(String.class, )) ;

28



29

generator.writeFiles (
, Generator.Target.Javab);

The object model can also be specified using
XML. Here is the same model as the previous
example:

<?xml version="1.0" encoding="UTF-8" standalone="yes"?>
<ObjectModelDefinition
xsi:noNamespaceSchemalocation="http://www.xstm.net/sche
mas/xstm-0.3.xsd"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance">
<Name>MyObjectModel</Name=>
<RootPackage name="package">
<Packages />
<Structures>
<Structure name="Structure">
<Fields>
<Field name="Text">
<Type class="java.lang.String" />
</Field>
</Fields>
<Methods />
</Structure>
</Structures>
</RootPackage>
</ObjectModelDefinition>

We are working on plugins to import object
models from various formats, like annotations
or attributes on Java or .NET interfaces,
Hibernate HBM files, or the Microsoft Entity
Data Model EDM files.



Here is an example of the generated getter and
setter for the ‘Text’ field:

public  String getText () {
return (String) getField(0);

}

public  void setText (String value) {
setField (0, wvalue);
}

As their code is generated it is not possible to
have logic in those objects, which requires
separating state and logic in your application.
Some people see this as a restriction, and this
might be changed in the future. We plan for
example to make it easier to replicate classes
that derive from generated classes. This would
allow you can add your business logic by
extending your generated classes. We could
also replace compile time generation by
runtime instrumentation, but it is not planned
for now since it complicates debugging and is
not compatible with GWT.

This class generation step is useful in that it
Imposes constrains on the objects. You cannot
generate any kind of objects, only the one that
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can be replicated. If you try to use unsupported
classes for example, the generation will fail. If
the generation succeeds, the replication should
always work.

Generated classes derive from
TransactedStructure, which contains the
implementation of getField and setField. Those
functions use the transaction which is bound to
the current thread. When data is written to the
object by setField, it is written to a version of
the object which is known only by the current
transaction. Here is setField:

protected final  void setField(int index,
T value) {

Transaction transaction =
Transaction.getCurrent () ;

Version version = (Version)
transaction.getVersion (this );

version.set (index, value);

}

At this point if getField is called on the same
thread, it will find the version of the object



specific to this transaction, so it will see the
value we have just written to the field. Other
threads however still see the data as it was
before the write. Here is getField:

protected final T getField(int index) {
Transaction transaction

Transaction.getCurrent

— I —~

) ;

if  (transaction != null ) {
Version version = (Version)
transaction.getVersion (this );

if  (version != null ) {
return (T) version.get (transaction,
index) ;
}
}
return _fields[index];

Reading a field of an object also marks the
field as ‘read’ by the current transaction. WWhen
commit() is called on the transaction, the
thread iterates on each of the fields marked as
‘read’. If another transaction has updated one
of them, the transaction aborts, otherwise
objects’ versions are merged to the shared
state.
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Here is a little example that could be written in
Java with two threads reading and writing
concurrently the fields of an object ‘a’.

Fields of the instance ‘a’ have initially the
values: name="Bob” and points=1. Each
thread has an attached transaction: transactionl
and transaction?2 respectively, so we will only
consider the transactions. Just remember that
they run concurrently on their own thread.

Transaction 1 Transaction 2

{
if(a.getName().equals("Bob"))

Reads Reads

. int previous = a.getPoints ();
Aa.name ) Aa. points ) }
a.setPoints(8); a.setPoaints (previous + 1);

Writes
Aa.points = 8

Writes
Aa.points = 2

transactionl.commit();

}

transaction2.commit();

Commit
Transaction Manager
Object Instance a
ATransactions Lock
Astring name Awrite Log
Aint points a.points = 8




The first transaction tries to set value 8 to the
field ‘points’. Concurrently, the second
transaction tries to increment the same field.

Transaction 1 is the first one to commit so
there is no conflict. The commit succeeds and
updates field ‘points’ with value 8. If
transaction 2 has read the field before the
update, it must not be allowed to commit,
otherwise it would increment the old value and
write 2, which would override transaction 1. A
transaction manager keeps a log of all commits
since the start of the oldest active transaction.
Here, transaction 1 commit will still be in the
log since transaction 2 has read field ‘points’
before transaction 1 has committed.
Transaction 2 will check its reads against this
log, find out ‘points’ has changed, and will
abort.

Transactions isolation is respected. The user
can then restart transaction 2 from the
beginning. To save time, XSTM provides a
‘runTransacted’ method which executes a
piece of code in a transaction and retry
automatically in case of conflict.
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XSTM also provides useful classes like
transacted versions of some common java
collections like List, Map or Set. A logger can
be used to show all the activity happening in
your application, with details about related
objects, fields and transactions.

Software Transactional Memories
Make Concurrency Easier

Transactional memories allow a whole
gradation of concurrency. An implementation
could try to reduce the number of restarted
transactions by blocking reads to fields that
have uncommitted writes. This would
resemble what a developer does manually
using locks. At the other end, the strategy
could be to allow all transactions to proceed,
or one per core, and restart transactions until
they commit.

The resulting performance can be better or
worse than using locks. They allow more
concurrency at the expense of more book-
keeping and some discarded computations.
The important thing is that the burden of



concurrency management and tuning is moved
from the developer to the transactional
memory implementation.

Today’s implementations are often slower than
hand written concurrent code, but we can
presume a continuous increase in the
sophistication of the strategies. Compiler and
hardware support will also probably appear in
coming years and should speed things up
considerably. This looks similar to what
happened with compilers versus hand written
assembly code a few years ago. Hand written
assembly code has been used during a long
time to speed up critical parts of applications.
Today the sophistication of processors, caches
and memory models would make this
unrealistically complex. Current compilers
produce code of such quality that it would
probably be worthless anyway.

XSTM is probably not the best transactional
memory implementation you can find for a
local usage, but it has been extended to enable
another feature: object replication.

36



37

Object Replication Usinga STM

In our implementation of transactional
memory each transaction keeps track of its
reads and writes. This information is
independent of the objects themselves. It just
tells which objects were accessed by the
transaction, and which modifications must be
applied to them.

If another machine holds an identical set of
objects, those reads and writes can be sent over
a network and used there instead. There is no
constraint that mandates them to be used on
the same machine the transaction was started
on. If they are sent and used on several
machines, the effects of the transaction will be
exactly the same on each machine. This
enables a clean and efficient way to replicate
objects.

Let’s go back to our previous example.



Transaction 1 Transaction 2

{
if(a.getName().equals("Bob"))

Reads
Aa. points
Writes
Aa.points = 2

Reads
int previous = a.getPoints ();

Aa.name
Writes
Aa.points = 8

a.setPoints(8); a.setPoints (previous + 1);

transactionl.commit(); transaction2.commit();

}

Commit

Transaction Manager

Object Instance a

ATransactions Lock

Astring name AWrite Log
Aint points a.points = 8

Let’s assume the object instance ‘a’ is present
on two machines and that its field ‘points’ is
initialized on both with value 1. We will see
later the process of the initial creation of
identical objects. This time transaction 1 & 2
do not run on two separate threads but on two
separate machines. Transactions can be
created, suspended or aborted, and they will
record the list of read and written fields of
object ‘a’ as we have seen in previous chapter.
Up to now the mechanism is the same if
multiple machines are involved.
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When the commit() method is called however,
transactions must first be validated against
each other if we want to prevent
inconsistencies, and the modifications
introduced by a successful commit must be
propagated to other machines.

In practice, the process of committing a
transaction starts by selecting a coordinator. If
machines in our example are connected using a
client-server topology, by default XSTM
would make the server the coordinator.
Transactions are validated on the coordinator.
This means each client transaction must send
its list of fields reads and writes to the server.
If reads are not in conflict with recent
commits, the transaction is allowed to commit.
The server propagates writes to all clients.

In our example, two scenarios are possible. If
transaction 1 tries to commit first, it will be
sent to the client. The reverse will happen if
transaction 2 tries first. The steps involved in
both cases are similar, but let’s follow both for
a better comprehension.



1. If Transaction 1 Commits First

In our example, let’s say the server is on the
left of the figure, so transaction 1 started server
side. It reads ‘a.name’, writes 8 to ‘a.points’
and tries to commit. As we are on the
coordinator the transaction does not need to
ask for a remote validation, it can see locally
that it does not conflict with a previous
transaction so it can commit. Field ‘a.points’
will be updated server side to 8, and this new
value will be sent to the client to update its
own instance of object ‘a’.

When transaction 2 tries to commit, it will
send server side its list of reads. The server
will detect that it has read field ‘a.points’,
which is in conflict with the update done by
transaction 1. Transaction 2 will be aborted
and a notification is sent back to the client.

As an optimization, transactions are first
validated client side. They are only sent to the
server for validation if they do not conflict
with commits previously replicated from the
server. This reduces network usage, but some
transactions still fail validation on the server
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while they were validated client side. This
happens for example if a commit is done
server side while a transaction is concurrently
being transferred from client to server.

There is an important consideration at this
point. This mechanism works because the
server keeps a log of all transactions that have
been committed by clients. Of course this log
cannot grow indefinitely. In practice this log is
a queue, and the oldest commits are removed
as soon as all clients have acknowledged they
have replicated them. When a commit is
replicated client side, the client is able to
validate new transactions against it himself, as
we saw in previous paragraph. Clients can in
turn get rid of those commits when they are
done validated all their transactions against
them.

2. If Transaction 2 Commits First

This time transaction 2 tries to commit. It has
read and written to ‘a.points’, and as we are
client side, it sends this information to the
server. Transaction 1 has not finished yet, so



no conflict happen and transaction 2 commits.
‘a.points’ is updated to 2 server side, which
will prevent Transaction 1 to commit. As an
optimization, writes sent by a client are not
sent again the other way. The server simply
notifies the client its transaction has committed
or aborted. Here the server sends that the
commit has been successful, and Transaction 2
can commit client side and set ‘a.points’ to 2.

At this point we have made the hardest part,
what remains 1s pure fun! Now let’s see the
main classes exposed by XSTM.

XSTM Concepts

Site

A site is where an instance of a replicated
object stands. Replication takes places between
sites. It usually designates a machine in a
distributed environment, or more precisely a
process or .NET AppDomain if the replication
takes place between processes of the same
machine.
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Today, Site is also the class which starts the
transactions. We could introduce in the future
a specific class for this. It could be called User
or Authority, and would represent the initiator
of a transaction.

TransactedObject

XSTM can only replicate classes that derive
from TransactedObject. The easiest way to
create one is to use the Generator showed
earlier. This creates a class with the fields you
specified and the logic necessary to make them
transacted and replicable. Most of the classes
exposed by XSTM are themselves transacted.

A TransactedObject has an origin site you can
get by calling getOrigin(). It returns the unique
instance of the Site class which represents the
site on which the object has been initially
created. E.g. an object is created on a machine
A then replicated to machine B. If you call
getOrigin() on the object on B, it will return
the instance of class Site which represents
machine A.



Transaction

As we saw earlier, a transaction is a set of
modifications done to some objects.
Transactions have properties like Origin and
Tags that are serialized with the updates that
must be applied remotely. This way a remote
site can have information about the update that
occurred on the object.

For example, let’s say you have an object
which is shared between two sites, and on one
side an instance ‘user’ of a ‘User’ transacted
class you have generated. If you start a
transaction, modify the shared object and call
transaction.setTag("User", user) before
commit, you can call transaction.getTag("User
") on the other side to retrieve the object. This
can be useful for example if you registered a
listener on the remote site and want to know
which user is updating a particular object.

Share

44



45

A share defines a boundary for replication. A
share implements java.util.Set or
System.Collections.Collection, and you can
add or remove transacted objects from it.
When an object is in a share, all modifications
done to it are replicated to other machines
involved in this share so all its instances stay
identical.

Getting involved in a share is called to “open”
it. A closed share appears empty, and you
cannot modify it. When a site opens a share, it
retrieves its content from other sites, and
XSTM will maintain it synchronized with
other instances until the share is closed.

A share is itself a transacted object, so if a
transaction that tries to add or remove an
object fails, the share will not be modified and
will remain consistent across all sites. It also
means that a share can be used as any other
transacted object. For example if you set a
field of a replicated object with an instance of
a share, it will appear on remote instances of
this object. To allow remote sites to choose if
they want to be involved or not in the share
they received, shares are sent closed by



default. Even if the share is open on your
machine, it will be created initially closed on
remote sites.

Group

This class represents a group of sites. For
example, if a distributed topology contains a
server and its connected clients, you can call
getServerAndClients(). This method is
available on all implementations of servers and
clients, and returns a Group instance which
represents the server and its connected clients.
When a new Site connects to the server, it
becomes part of the group.

Location

A Site or a Group is a Location. Locations
expose a getOpenShares() method which
returns the set of shares they are involved in.
When a site wants to open a share, it adds it to
its set of open shares. For a group, adding a
share to this set opens it on all related sites.
Here is what you would write in Java on a
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server to open a share with connected clients:
server.getServerAndClients().getOpenShares()
.add(share).

TransactedArray

This behaves very much like a Java or .NET
array. You have to specify the length on
creation, and can get and set values to given
indexes. A position in a transacted array
behaves like a field of a generated transacted
object: If a transaction has read a position in
the array, and another transaction commits and
change the value, the first transaction will be
aborted to maintain isolation.

TransactedList

A TransactedList is a TransactedArray that can
be resized. Any operation that involves
iterating over the list, like searching an object
using indexOf marks the list as fully read by
the transaction. This means that the current
transaction will be aborted if another one
changes the size of the list. This is necessary



because the first transaction could have
returned a different result if it was aware of the
new size of the list.

TransactedSet

This behaves like a list but it checks that it
does not hold two equal objects at the same
time and cannot be accessed by index. As it is
the case with non transacted versions of List
and Set, this class is faster when objects are
removed from it than a TransactedList. XSTM
does not have to replicate the shift of one
position before of all objects positioned after
the removed index.

TransactedMap or TransactedDictionary

This behaves like a Java HashMap or .NET
Hashtable. A transaction that gets a value from
a key is aborted if another transaction removes
the key or changes its associated value. As for
lists and sets, iterating on keys or on values
marks the map as fully read, and the current
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transaction would be aborted in case of
concurrent size change.

Transport

XSTM provides networking over sockets, http,
GWT RPC and JGroups at the time this book
was written. Those implementations extend the
Transport class. A transport usually provides
methods to retrieve the sites or groups it
connects to. E.g. when a connection is
successful with a socket client transport, a
Connectionlinfo is returned. It contains a Site
instance that represents the server, and a Group
instance which represents the server and its
clients.

A transport instance cannot be replicated as it
IS not a transacted class.

Logger

Implementations of this class are notified when
a transaction is about to commit. They have
access to the write list of transactions so they



know which objects and fields will be updated.
This allows a logger to know every change in
the state of your distributed application. As the
logger is notified before a commit, it can
retrieve the previous value of a field from the
object, and the next value from the transaction
writes list. This allows detailed logs to be
generated, like “Transaction 12 from site
‘Browser 4’ changed field ‘Name’ on object

299

‘Client 3’ from ‘null’ to ‘Joe’”.

Logger is also not a transacted class so it
cannot be replicated.

Listeners and Events

Transacted objects provide Java listeners or
NET events for all modifications that can be
done by a transaction. Classes provided by
XSTM like collections and shares notify about
added or removed objects, and when you
generate new transacted classes they include
listeners or events about field changes. This
way a site can listen for changes initiated
locally or from other sites. E.g. when a share is
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opened, the set of opened shares of the local
site will notify it contains a new share.

Remarks

Those concepts are the building blocks of a
XSTM application. We will try to get familiar
with them in coming chapters. Another
Important aspect to understand is that
transacted objects are read-only by default. It
Is easier to think of a distributed application as
a static cloud of objects spanning over the
machines. Any modification requires a
transaction, and ideally, when a transaction
commits the cloud should be updated instantly
and atomically. Then it returns to its static
state.

Transactions must be though as independent of
the cloud of objects. They can reference
objects in the cloud, but conceptually they are
external to it. There is no reference from the
cloud to any part of a transaction, so in case it
aborts, it will be garbage collected with its list
of reads and writes without side effect.



This way of thinking helps to think about
complicated scenarios like concurrent object
modifications or failover. Concurrent
modifications on an object are easier to think
of if we consider the object as read only.
Multiple transactions can give different values
to some fields on the object, but in fact the
object has not changed. Each transaction is in a
separate space.

The same reasoning is true for failover. If a
process crashes, no transaction is involved so
the cloud of object is not modified. If the
crashed site had pending transactions, the ones
already sent might commit, the others are lost
in the crash but the cloud stays consistent.
When the crash is detected by others machines,
iIf modifications must be done to the cloud like
removing objects that where associated with
the site, XSTM will do it by starting a
transaction as any other operation.

For the convenience of the developer, methods
on transacted objects that must to be called in
the context of a transaction will start one if
needed. E.g. to update a field on an object,
instead of starting a transaction, calling the
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setter and committing, just call the setter. It
will handle the transaction. If several fields
must be updated, performance wise it is
preferable to start a transaction yourself and do
all the updates in its context.

The last remark about transacted objects will
give you some insights about the kind of
problems you encounter when using
transactions. It is more of an optimization and
it is not really necessary to get it to use XSTM
correctly. It is the following. The behavior of
some methods is not exactly the same if the
method is called in the context of a transaction
or if the method has to start its own
transaction. E.g. the add(Object) method on
TransactedSet returns a boolean indicating if
the object was already present in the set. If the
method is not called in the context of a
transaction, it will start one to add the object
and commit it asynchronously.

The fact that there was already an object in the
set will be known only once the commit is

finished. This can take some time, in particular
if the object is shared with remote machines as
the commit might have to be acknowledged by



a remote coordinator. In the meantime, another
transaction can add or remove the object from
the set. When the coordinator gets to validate
the commit, the correct behavior in this case
would be to abort our transaction and start it
again, as we returned a wrong boolean.

This is the behavior you get if you call the
method in the context of a transaction. (As a
remark, TransactedSet has an ‘addFast’
method which does not return a boolean and so
does not abort in case of concurrent
modification). This behavior is not practical
however if the method is not called in the
context of a transaction, because the
transaction will then be started by the method,
and the user does not have access to it. He
cannot check that the commit was successful.
We would therefore have to wait for the
commit to complete before returning from the
call.

Performance wise, it is not practical to wait for
the commit and potentially retry the
transaction for each method call, so the method
returns immediately without checking if there
IS or not an object in the set. That is why the
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current implementation always return false if it
is not called in the context of a transaction. All
methods that return a value as a side effect of
updating an object have this behavior.

| hope this has been clear. Now we have
finished the tour of the interesting things to
see, so let’s practice.

Getting Started

The first thing a developer has to do is to
define an object model using the Generator
class as we saw earlier. You can define
transacted classes whose fields are immutable
or other transacted classes. Today immutable
classes are primitives, Strings and Dates.
Inheritance is supported for transacted classes.
A class extending ObjectModel will also be
generated which describes your model to
XSTM.

Your application can use XSTM locally as a
transactional memory, or start transports to
connect to other sites. Transports need to know
the object models your want to replicate, they



use them for serialization. You simply need to
register your object models on the local site.
E.g. this starts a socket server on port 4444
with an object model called
SimpleObjectModel in Java:

Site.getLocal () .registerObjectModel (
new SimpleObjectModel ()) ;

SocketServer connection = new
SocketServer (4444) ;

connection.start () ;

Then you can wait for clients to connect. They
would use the following code.

Site.getLocal () .registerObjectModel (
new SimpleObjectModel ())

SocketClient client = new SocketClient (
, 4444);

ConnectionInfo connection =
client.connect () ;

Each site, client or server, can create shares
and add them to the set of open shares of
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another site, or of a group like the server and
its client. The following code can be used
server side or client side:

Transaction transaction =
Site.getLocal ().startTransaction();

Share share = new Share ()

connection.getServerAndClients ()
.getOpenShares () .add (share) ;

transaction.commit () ;

This adds a share to the set of open shares of
the server and its clients. If those sites have
registered listeners in their set of open shares,
they will also get a notification about the new
share.

Here we start and commit each transaction
ourselves to make things explicit. As we saw
earlier, it would be possible to just call ‘add’
and let XSTM create the transaction for us.

The share is now open on all those sites, so
you can share transacted objects with them:



Transaction transaction =
Site.getLocal ().startTransaction();

SimpleStructure struct
= nNew SimpleStructure();

struct.setText (

share.add (struct) ;

transaction.commit () ;

The SimpleStructure will appear on other sites
involved in this share. If they have registered
listeners in the share when they received it,
they will also get a notification about the new
structure. Now that the structure is shared, if
you modify a field, it will change on all sites:

Transaction transaction =
Site.getLocal ().startTransaction();

struct.setText ( )

transaction.commit () ;
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On remote sites, to be notified of a field
change, you have to register a listener or add
an event handler:

In Java

structure.addListener (Nnew FieldListener ()

{

public  void onChange (
Transaction transaction,
int  fieldIndex) {

if (fieldIndex ==
SimpleStructure.TEXT_INDEX) {

System.oUt .println(
) ;

In C#

structure.PropertyChanged += delegate (
object sender,
PropertyChangedEventArgs e )
{
if ( e.PropertyName ==
SimpleStructure.TEXT NAME )
{
Console.WritelLine( "Text changed" );

}



The C# version uses the name of a property
instead of the index of the field because it is a
.NET convention. C# generated structures
implement the
System.ComponentModel.INotifyPropertyCha
nged property, which is recognized by
Windows Forms and Windows Presentation
Foundation. This allows bound Ul controls to
be automatically updated when a property of
an object changes.

Let’s now see how this very useful first
distributed application works.

Inner Workings of our Example

1. Connection

When you start the server, the transport opens
a listener socket. Then, when a client connects
to it, several steps occur for the connection to

be functional.
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e The server creates a Session transport.

e The client serializes its local Site
instance and sends it to the server to
represent the new client site.

e Server side, the session is registered as
the route to reach the site representing
the client. This means that when a
transaction must be sent to the client, it
will be sent through this session. For now
this routing is static: each site is
associated with one transport that is the
route to reach it.

e The same process occurs from the server
to the client: the server send its local site
to the client which will use it as the site
representing the server. The client socket
transport is registered as the route to go
to the server.

e The server also sends to the client the
instance of Group which represents the
server and its clients. This group will
also be bound to the transport which
received it client side.

At this point, each side has information about
the other side. They have two Site instances



and a Group representing both. One of the sites
can now create a share.

2. Share a Share

As we saw earlier, when you add a share to a
site’s set of open shares, it gets opened. XSTM
then queries a site on which this share is
already open to download its initial content.

Once the share is opened, here is the process
that allows its objects to stay synchronized
with the other sites involved:

e XSTM maintains a list of locally opened
shares. This list is built from the set of
open shares of the local site and from
those of the groups we are in. In our
example, the share is open locally
because the local site is part of the
‘Server and clients’ group.

e When a transaction commits, it iterates
over the objects it has modified. For each
of them, it checks if it is part of a locally
opened share. When it is the case, the
modifications done to it by the
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transaction are sent to the sites involved
in this share.

e The remote sites will receive those
modifications, create a transaction that
contain them, and commit it to update
their instance of the object in the same
way as on our site.

It is not a problem if we do not see all the sites
involved in a share. Modifications will be
forwarded to them. In our example, let’s say
several clients are now connected to the server.
Each client does not have an instance of Site
for each connected client. They only have the
Group instance sent by the server at the time
they connected. When a client modifies a
shared object, modifications are sent to the
server which will create a transaction to apply
them locally. This transaction in turn will
commit, and the same process will detect that
this object is shared with other clients. The
modifications will thus be sent to the sites the
server sees, which is all clients. As we saw in
chapter “2. If Transaction 2 Commits First”,
the modifications are not sent again to the
initial client.




3. Add an Object to a Share

When a transaction checks if it has modified
shared objects, it includes the shares
themselves. The Share is itself a transacted
class. In fact it extends
TransactedSet<TransactedObject>. This way,
when a transaction adds an object to a share, it
detects at commit time that this modification
must be sent to the involved sites. When an
object was not shared before with a remote site
it is serialized completely, and not only the
modifications done to it by the transaction.

4. Modifying a Shared Object

In our example we modify the Text field of the
structure. As it is part of an open share, the
new value of this field will be sent to the other
site. There a transaction will be created and
committed to replicate the change.

Notice that on both sites, the transaction will
follow the same path inside XSTM. As part of
this symmetry, if you have registered Java
listeners or C# event handlers on shared
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objects they will be called in the same way on
all sites. In our example we get notified of the
‘Text’ field change.

| hope at this point we had a good overview of
how to replicate objects between a server and a
client. This is not a simple technology so you
might need some practice to get at ease with it,
but we saw the main concepts. XSTM also
allows a more classic ability on distributed
objects which is to call a method to execute it
on a remote machine.

Method Invocation

We have seen that adding an object to a share
makes it appear on other sites involved in it.
This is used by XSTM to enable remote
method invocation. The overall principle is to
create a transacted class with methods, and to
put an instance in a share. Remote sites can
retrieve it from the share and call the method.

The method will be executed on the origin site
of the instance, i.e. the site where the object
was initially created. This means that when the



method is called from another site, the
arguments of the method call are serialized and
sent to the origin site. The method is executed
there and its return value is sent back to the
calling site.

This design allows each site to expose and call
remote methods using a programming model
similar to object replication. Each shared
object has fields which are replicated, and
methods which are executed on its origin.

Let’s detail the process.

1. Generate the Transacted Class with a
Method

A transacted class must be created using the
Generator. You can define fields on this class
as we saw earlier, but it is also possible to
define methods. We will probably provide in
the future easier ways to express methods, like
annotating methods on interfaces. For now the
syntax is similar to fields:

Structure structure =
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generator.createStructure ( ) ;

Method method =
structure.addMethod ( ) ;

method.setReturnType (String.class ) ;
method.addArgument (String.class , ) ;

As for fields, it is also possible to use XML to
specify methods on your classes. The
generated class will contain the following
code:

public  voild method(String arg,
MethodCallback<String> callback) {

addCall (1, new Object[] { arg },
callback) ;
}

protected String method (String arg) {
String message =

message +t+=
throw new
java.lang.IllegalStateException (message);

}

The first method is the asynchronous form you
will have to use when calling the method.



XSTM makes it mandatory to call the method
asynchronously for now but it might change in
the future.

The second one if the default implementation
of the method, which simply throw an
exception saying that you must implement it.

2. Implement the Method in a Derived Class

You then need to write a new class that
extends the generated one to override the
method. Here is an example implementation:

public  class StructureImpl extends
Structure {

@Override
protected String method (String arg0) {
return ;
}
}

3. Call the Method on Remote Sites
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To expose this class to some remote sites,
create an instance of your derived class and
add it to a share. As XSTM can only replicate
transacted classes, the other sites involved in
the share will see a new instance of the
generated class (i.e. a Structure, instead of a
Structurelmpl in the example). On this
instance, they can call the generated
asynchronous version of the method, giving a
callback to retrieve the result:

structure.method ( , hew
MethodCallback<String> () {

public  void onResult (String result) {
}

public  void onTransactionAborted() {
}

public  void onException (String message)

}
)

The callback has an onTransactionAborted

method because a method call must be part of
a transaction. If you start a transaction before
you call a method, the call will be associated to



the current transaction. Otherwise a new
transaction will be created for the call.

On the origin site, the method is executed in
the context of the transaction that was
associated with the call. This means
Transaction.getCurrent() can be used in the
implementation of the method, e.g. to get the
calling site using getOrigin(). It also means the
modifications you do on transacted objects
during execution of the method can be
cancelled if the transaction is aborted.

If your method does actions that cannot be
cancelled, like modifications to non transacted
objects, 10 or user interface operations, you
must make sure the transaction is not aborted.
Otherwise, you could have inconsistencies
between updates done to transacted objects
that would be cancelled, and the other effects
of your transaction that could not be aborted.
An abort occurs only if there is a conflict
between two updates done to the same
transacted object. That is why if you modify
transacted objects concurrently, it is a good
design to try to separate operations on them
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from non cancellable operations in different
transactions.

Up to now we saw how to use XSTM between
a client and a server machines, but it is also
possible be used in a cluster environment.
Client-server and cluster are two different
topologies.

Topologies

The transports provided by XSTM for
communication between sites derive from
classes that implement two topologies. The
socket, http and GWT RPC transports use the
client-server topology. XSTM also provides a
cluster topology, which is used by the JGroups
transport. We may add other cluster transports
in the future, e.g. based on Terracotta DSO.

As we saw earlier, in the client-server
topology, each client sends his reads and
writes to the server, which will send back if the
transaction could be committed. In case of
success, the server will also send writes to
other clients.



In a cluster, when a transaction commits, its
reads and writes are broadcasted to all other
machines. One of them must have been
designated coordinator. For the JGroups
transport, it is done by JGroups itself. This
coordinator verifies that the transaction is valid
and broadcasts the result, which allows all
machines to commit or abort the transaction.
Using the broadcast feature of network
adapters can yield important performance
improvements over the client-server topology,
but it can also be slower depending on the
network configuration.

The cluster topology supports failover, which
Is the ability for the cluster to continue to work
normally when a machine fails. If the machine
was the coordinator, a new one must be
designated. JGroups does this automatically.
The new coordinator has exactly the same
pending transactions and shared state than the
previous one. It can resume transaction
validations and commits from this point.

We might implement other topologies in the
future like peer-to-peer, but in the meantime it

72



73

Is possible to create more flexible topologies
by combining several ones together. XSTM
allows for example to have a cluster of web
servers bound by a JGroups cluster, which
serves browsers connected as GWT clients.

In this case, a transaction started by a browser
might traverse several topologies. If a
modified object is part of a share also opened
on the server, the browser sends it there before
committing it because a server is the
coordinator of its clients. Then, if the share is
also open across the cluster, the transaction is
broadcasted to other nodes. If the coordinator
of the cluster has no higher authority like a
user or a database to ask an acknowledgement
from for this transaction, it commits it. The
result is broadcasted in the cluster, and each
server in the cluster will propagate it to the
other browsers where the share is opened.

At this time we still have to harden and
benchmark those kinds of configuration to
determine if they are really viable. Preliminary
tests are very encouraging.



Performance

To give a simple order of magnitude, when
writing to one field of one object using
standards desktop PCs (Pentium D 3 GHz), our
current implementation allows around 30000
commits per second for non distributed
objects, and about 15000/s on shared objects if
network is ignored (Using two processes on
localhost, each process shows 7500/s).

On a 100Mb/s Ethernet network, here is what
we See:
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If the transaction is small (e.g. updating an
integer), network usage starts around 12% and
transaction rate is around 10000. When the
size of the data increases, the rate goes down
until the network saturates.

It is still not clear why the rate is lower for
very small transactions. The network is
probably involved and this needs more
investigation.

Asynchronous Programming

When a client updates a shared object, there is
a delay before this update is propagated, so the
thread has to wait before returning from the
transaction’s commit method. If you do not
want it to block, it is possible to commit
asynchronously using the beginCommit
method. This is mandatory on the GWT
version as this platform does not support
blocking. This method returns a Java Future or
a .NET IAsyncResult on which you can test if
the commit is done or block until it is. It is also



possible to pass a callback to beginCommit to
be notified when it happens.

Pending Commits

XSTM does not put a limit on the number of
transactions you start and run in parallel. It
does limit however the number of commits
you can have waiting for an acknowledgement
from the coordinator. Today this number is
hard-written on the Site class but could
become a configuration parameter. This means
that if too many threads have committed
transactions and are currently waiting for the
commit to finish, another thread that tries to
commit will block until one of the pending
commits is acknowledged. This reduces the
risk of congestion where clients send so many
transactions the server is not able to send the
acknowledgements.

This limitation also applies for asynchronous
commits. If a thread is already waiting for too
many asynchronous commits to be
acknowledged, it will block if it tries to do
another one. In the GWT version, it is not
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possible for a thread to block, so an exception
Is raised instead. This means that if your
application can potentially commit lots of
transactions in a short time, you have to verify
the number of pending commits before trying
to commit another transaction. This can be
done with the following code.

if (Site.getLocal () .pendingCommitCount ()
< Site.MAX_PENDING_COMMIT_COUNT) {

commit your transaction...

In the GWT Images example the user can drag
images on the screen using the mouse. This
code is used in the mouse listener because
moving an image can potentially creates
hundreds of transactions in a short time. It is
not necessary for most operations like starting
a transaction when clicking a button, because
the user does not click faster than transactions
are processed server side.

This problem is common to all GWT
applications, and asynchronous programming
in general. As it is not possible to make a



thread wait, if you think that the server might
need some time to process each request, you
have to prevent the user from sending too
much of them in a row. Using XSTM, you can
watch your pending commits count, and for
example disable Ul buttons if it reaches the
limit. You can enable the buttons back each
time a commit is acknowledged, for example
by adding a TransactionListener on the local
site which implements the ‘onCommit’
method.

Dependency Management

While a transaction is waiting for a
modification to a shared object to commit,
another transaction that reads the same object
takes the risk to be invalidated. The reason is
that if the first commit succeeds, the object
will have changed by the time the second
transaction tries to commit. As we saw earlier,
transaction isolation requires the second one
the abort.

In most applications, transaction aborts should
be rare. They require two transactions to work
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on the same field at the same time. So in most
cases it would be more efficient to assume that
the previous transaction will succeed and use
its version of the object as the new most
probable state. This is the role of dependency
management. It allows an application to create
transactions and update continuously an object
without waiting for previous commits to be
acknowledged.

Transaction isolation must still be preserved,
but this time, it requires the guess that has been
made about the probable state of the object to
be true. This means that if the transaction that
created this new probable state aborts,
following transactions that have read the field
must be aborted. When the first transaction
aborts, the object is confirmed to keep his
previous value. The new probable state is in
fact invalid and transaction isolation implies
that the other transactions should not have seen
it, they must be aborted.

Dependency management allows transactions
to be committed asynchronously without
waiting. This enables extremely fast data
replication as each thread can continuously



create transactions and commit them
asynchronously. The network streams objects
updates full speed in one direction, and
streams the commit confirmations in the other
direction.

Dependency management is similar to using
branches in a source control system. A chain
of dependent transactions is like a source
control branch where a developer commits its
work several times. It is possible for him to
discard the whole branch or commit it to the
main repository.

Dependency Management Performance

Performance wise this is an overhead, but in
practice it is negligible, in particular in
comparison to the benefits of the streaming
described earlier. Besides, dependency
management does nothing for transactions
modifying objects which are not shared, and
for transactions running on a coordinator (in a
client-server topology, it will be the server).
On a coordinator a transaction can commit
immediately and be propagated afterward. It is
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only on clients that dependency management
takes place, where transactions must wait for
commit acknowledgments from the
coordinator.

To summarize, XSTM is ready for high
performance applications. It enables
asynchronous data replication and method
calls, which allows an efficient usage of
threads. Finally, there is lots of room for future
improvements with this technology, as
discussed at the end of this book. In the next
chapter, we will have an overview of a tool
that can be used to visualize and debug XSTM
applications.

Object Browser

This tool is meant to be an easy and powerful
way to visualize replicated state and
transactions in XSTM applications. It should
be possible to use it for distributed debugging
purposes, but for now it will try to be a good
way to explore and getting comfortable with
XSTM.



It borrows several ideas from other fields, like
a graph presentation of replicated objects like
those you could see in data visualization
applications. A timeline shows transactions
and their time span, as in motion animation
authoring tools. Transacted objects listeners
are used to update the Ul as the objects are
updated.

Visualization is initially empty. The tool can
connect to remote sites using the various
transports provided by XSTM. When
connecting to a site, the graph shows the
remote site and its shares. When you open one
of those shares, the objects it contains are
retrieved and added to the graph as new nodes.
Each reference of an object to another is
represented as an arrow between two nodes. At
each transaction commit, you can see the
objects changing. It references change between
objects, the graph’s nodes move to try to
maintain an intelligible layout.

The object browser is itself a site and can start
transactions. This allows you to modify shared
objects, which can be done thanks to visual
editors. You can set references from one object
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to another and add them to collections and
shares using drag and drop. When a transaction
you started is aborted, a report allows you to
determine what happened, and proposes you to
restart the transaction.

We will try to keep the object browser
functionalities simple and self descriptive.
Tutorials are in preparation to make it more
accessible.

Serious Distributed Programming
Made Feasible

It is sometimes surprisingly difficult to get
distributed applications to behave correctly.
Features that are seldom used like failover,
which is the ability for an application to
continue to work after some part of it crashed,
Is often extremely hard to write and maintain.

XSTM provides abstractions which should
make things much easier to reason about.
Transactions are a way to change state on
objects in a clear and precise way. Distributed
programming frameworks have often the



default to try to hide too much of the
difficulties that occur in distributed
configurations.

On the contrary transactions do not hide
failures or network latencies. They expose
them to the developer. The transaction
represents the action to be done and the state
of the transaction indicates if it has succeeded
or not. Asynchronous commits and callbacks
that can be called when the transaction’s status
changes help the developer deal with latency.
It is possible to cancel an action by aborting
the transaction.

We now will have a look at the various
improvements and developments that are
planned for future versions of XSTM.

Road Map

Future releases will focus on scalability,
performance and usability. Here are the short
and longer term developments we will try to
add to XSTM, in no particular order.
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Object Model Imports

It should be possible to generate object models
from existing formats like Hibernate HBM or
Microsoft EDM files. Writing Java or .NET
interfaces that would be read by XSTM is
another option. This would make it easier to
integrate XSTM in existing projects.

Slow Consumer

XSTM is confronted to a problem which
concerns most concurrent and distributed
applications. The Slow Consumer problem
occurs when several machines receive data
from another one. The machine that sends the
data is called the producer and the machines
that receive it the consumers.

If one of the consumers is slow, e.g. it is
connected through a slow network, or it has
not enough resources to process messages, the
producer will not be able to send it data at the
same rate as to the other machines. If it tries to
buffer the data not yet sent to the slow
consumer, this buffer could grow indefinitely.



So the producer has to slow down the rate for
all consumers.

The current implementation of XSTM indeed
slows down the rate for all consumers in this
situation. In the short term we could
implement the following solution, but it is not
really satisfactory. The producer could watch
its outgoing buffers to each consumer. When a
buffer reaches a certain threshold, this
consumer is disconnected and the buffer is
cleared. The slow consumer can then
reconnect and download the shared object
again, which will allow it to receive updates
for a certain amount of time before it is
disconnected again etc.

The right way to fix this however is the
following, but it will require a little more time.
When XSTM has to send an update on an
object to a remote site, it should first search for
the updates that must already be sent to this
site. If the same object has a previous update
that has not been sent yet, the two updates
should be merged together. This merge would
keep only the last version of each field of the
object. The buffer to the slow consumer would
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not grow indefinitely, and each site could
receive updates at its own rate.

This last solution solves only one part of the
slow consumer problem. All new objects
created by a site must still be sent to each
consumer, but it solves the case where an
object is updated at a high rate, which should
be sufficient to implement lots of high
performance scenarios. Slow consumers would
miss some data as their updates would be less
frequent, but there is no way to get them more
up to date. Merging updates allows each site to
receive the latest data at the maximum rate it
can achieve.

Clustering with Terracotta

Terracotta is able to group several JVMs to
make them look like one. It is a very good
solution to scale an application by running it
on a cluster. Terracotta uses the abstraction of
distributed locks to handle concurrency
between machines, where XSTM uses a
transactional memory.



By using Terracotta to make XSTM appear as
a single distributed process, a developer could
end up with a very good abstraction. His
clustered application would appear as a cloud
of versioned objects he could manipulate using
transactions. The cluster would be represented
by XSTM by a single Site instance.

For a web application for example, Terracotta
would make the farm of web servers appear as
one machine with a cloud of objects. XSTM
would then be able to “stretch” this cloud by
replicating some of those objects in the
browsers. Transactions could be started from a
browser to modify objects in the cloud.

State Persistence

XSTM should be able to update data in a
database at the same time it updates it in
memory. XSTM would then provide a unified
view for the data replicated in memory and in
the database. We will have to provide
connectors to databases. Probably through
Object Relational Mapping technologies like
Hibernate, LINQ to SQL or the Entity Data
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Model. The XSTM object model could be
generated from the definition files used by
those technologies. Terracotta is also able to
persist its state to a database, which could be a
simpler solution.

Progressive Commits

Today a transaction is considered committed
when a coordinator acknowledged the commit.
In a cluster environment, this occurs when all
machines received the update. In client-server
topology, it is when the server received it.

To enable higher levels of trust that the data is
safely replicated, XSTM could provide several
levels of commit. Instead of saying the
transaction is committed or not, it could say
the transaction is committed on 4 machines.
Then another notification could come a little
later saying that the data is now present on 10
machines. Then another one saying the data is
now present on a disk drive on machine X
etc...



The developer would then be in the position to
decide when its data is safe enough so that he
can consider the transaction committed. In
most distributed application, all transactions do
not need the same level of trust. E.g. in a web
farm, a change in some Ul state related to a
user session can be considered committed
when it is present on one cluster node. If the
node crashes, it is ok to let the user refill his
form. On the contrary, if the user has bought a
product, this information must be considered
committed in the cluster farm only when it is
present on all machines, or in the database.

This opens a lot of questions. If a failure
occurs on the cluster, how to decide what is the
actual data if it is not yet replicated on every
node. There could be some kind of vote or
similar mechanisms. This problem looks like
the one of coordinating distributed transaction
in databases, 2 phases commit protocol etc...

This could lead to fully distributed stores,
where data is stored in lots of machines. Data
would not have one value like today, but a
probabilistic value. E.g. if 80% of the
machines in a cloud of machines say some
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object has a particular value when the other
ones present a different value, the application
could consider the first one is the actual value.

If each machine looks at the other ones to
decide what the actual value of an object is, the
cloud should be able to converge to a
consensus. Storing data in a cloud like that
would mean updating a sufficient percentage
of machines.

Batch Durable Commits

Performance of in-memory replication can
reach thousands of commits per second, while
this kind of performance is much more
expensive to get from a database. Databases
benchmarks that are published showing
thousands writes per second are made over
specialized hardware. Those storage
appliances use in memory caches backed up by
batteries and disks arrays that can punch big
holes in your budget. If you plan to store your
database directly to the hard disks of your
servers, the commit rate will be closer to one
or two hundred commits per second. This is



due to the disk seek time which is about 5 ms
on the best devices.

The only way to write faster to a disk is to
group several transactions in one and write to
the disk once. If the commit fails, the
application can retry each transaction
individually. This is usually impractically
complex to manage for most applications,
particularly because their in-memory state is
not transacted. They have to wait for the result
of each database commit before continuing to
process requests, otherwise if the database
commit fails, the following requests would
have been processed using invalid in memory
values.

For example, let’s say you write a seat
reservation application for a movie theatre.
This is not a particularly good example
because there is no need to get high
performance for this, but let’s say it is a very
big theatre and everyone wants to reserve at
the same time. You define a Seat object with a
state which can be Reserved or Free. A
database stores durably the state of those
objects. The application also has an algorithm
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to find the best next free seat using the in
memory seat objects.

A typical implementation will use the
algorithm to find the next best seat, then start a
database transaction to set it to reserved. The
application has to wait for the commit to
succeed before it can continue. After commit,
the in memory object is also set to reserved,
and the algorithm can find the next best seat.
On commodity hardware, the speed of this
synchronous commit scheme is bound to the
seek time of a hard disk, which allows a few
hundred commits per second.

To get faster, the application needs to process
multiple requests in one transaction. Let’s say
the application receives its requests from a
message bus, and at a particular time there are
ten requests in the incoming queue. The
application can invoke the algorithm to find
the best seat, set its state to Reserved in
memory, and do this again until it has reserved
ten seats in memory. Then it starts a database
transaction to store the ten reservations at once
and waits for it to commit. If the commit is
successful, the ten requests can be removed



from the incoming queue, they are processed.
We have written ten reservations in one disk
seek, so for disk bound applications this would
result in a ten times acceleration.

But what happens if the commit fails? The
application must iterate over the ten seats and
try to commit their reservation individually. If
a commit does not succeed, the following best
seats must be recalculated to take into account
the seat that has been left free. This process
would already be complex for this simple
application, and it becomes completely
unmanageable for even slightly more
complicated scenarios. What is needed is the
ability to rollback the changes that occurred in
memory at the same time that the database
transaction.

By making the seat objects transacted, this
scenario becomes much simpler. When the
application marks a seat as Reserved in
memory, it does it through an XSTM
transaction. It is the responsibility of the
database connector to batch several XSTM
transactions in one database transaction. If the
database fails to commit, the XSTM
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transactions can be retried or aborted. In this
last case, the seats objects return to the Free
state automatically. The batch aspect is
completely hidden to the developer, and it can
be switched on or off without modifying the
application, e.g. by changing the database
connector.

Advanced Logging

All modifications done to the state of
transacted objects can be logged by recording
transactions. Today, XSTM can log
transactions in a way that allows a user to
understand the history of events by reading
text representations of the changes. In the
future, it should be possible to store this
information in a format which can be reused
by XSTM. This would allow various
possibilities like putting an application in the
state it was at a certain time, e.g. for debugging
purposes, or replaying a sequence of events
faster or backward etc...



Speculative Execution

Modern processors use speculative
computation to cope with memory’s
comparatively bad performance. Sometimes in
the execution of a program, a processor has to
wait for the memory to provide some data. It
would often have had the time to execute
hundreds or thousands of instructions during
this waiting time, so for better performance it
can guess what the data could have been, and
continue executing the program. When the
data arrives from memory, it verifies if its
predictions were right, and discards the results
of his work otherwise.

A transaction is only a potential execution. It
can be discarded without side effect which
makes transactional memories perfect for this
kind of trick. In a distributed environment in
particular, it could be useful for a machine to
precompute several scenarios while it waits for
some data from another machine. Each
scenario can be run in a separate transaction,
and when the data arrives, the corresponding
transaction can be committed.
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This could also be used when executing code
depending on a previous transaction. For
example, a program could try to commit a
modification to an object, and while the
commit is waiting for an acknowledgement
from the coordinator the program starts two
transactions. The first one executes the rest of
the program as if the modification was
acknowledged and the second transaction as if
it was not. The transaction with the wrong
guess would later be aborted.

When machines will have lots of cores or for
applications which require testing multiple
hypotheses this kind of technique could
become useful. The machine could try lots of
scenarios at a time and continuously select the
scenarios that yield the best results or which
made the best guesses when they started.

Comparison with Similar
Technologies

XSTM is similar to other technologies, like
JBoss PojoCache, Terracotta, ScaleOut,
Tangosol Coherence or Adobe Flex Data



Services. This list is not exhaustive. Those
technologies are quite different from XSTM so
the following remarks are just random
thoughts amongst lots of other points.

XSTM Pros

e XSTM replicates a true object graph.
This is not always the case with other
technologies. E.g. PojoCache handle a
tree of key-value pairs, which
complicates the development of
distributed applications.

e XSTM can handle client-server
topologies, which make it useful for
communication with Smart Clients and
browsers through GWT, whereas other
technologies are usually specific to
clusters.

e XSTM is also a Software Transactional
Memory, which simplifies development
of the business logic on top the replicated
data.

e XSTMis a pure Java library which
allows it to run on lots of platforms.

XSTM Cons
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e Others technologies, in particular
Coherence provides various modes of
replication. SXTM does only optimistic
replication with one isolation mode.

e XSTM presents a very innovative
programming model, which makes it
difficult to adapt an existing application.
Terracotta for example allows an
application to be clustered without being
rewritten, though configuration files or
annotations.

References
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